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Abstract

Real-world cryptographic systems build on complex cryptographic
operations that are integrated into a wider application layer. For
instance, the PQXDH protocol, Signal Messenger’s key exchange
used to initiate a secure channel between two devices, is integrated
in the full Signal Messenger application and notably SESAME, its
multi-device and multi-session management algorithm. Proving
the security of such systems implies to reason on two aspects: we
must be able to perform both cryptographic reasoning to prove the
underlying protocol secure and program verification to establish
security at the application level. Those two tasks are notoriously
difficult and require distinct sets of reasoning capabilities.

In this paper, we propose the CV2F* approach, which relies on
three steps: 1) CRYPTOVERIF is used to model and verify a cryp-
tographic component 2) the CRYPTOVERIF model is automatically
extracted to F*, yielding executable code which inherits the secu-
rity proved in CRYPTOVERIF, and 3) this code is then used as an
external library for a wider F* implementation, enabling the proof
of security guarantees on the entire system. To demonstrate the
usefulness of the approach, we use CV2F* to prove message au-
thentication at the level of the SEsAME application layer by relying
on message authentication in the underlying secure channel. As
part of this process, we identify two unknown key-share attacks
breaking authentication of Signal Messenger, which we reported
and were fixed upstream, and propose two variants of the protocol
provably providing authentication.
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1 Introduction

The Signal Messenger application illustrates the complexity of
real-world cryptographic systems. First, it relies on two composed
cryptographic protocols: Post-Quantum Extended Diffie-Hellman
(PQXDH) [30] is used to establish a shared secret key between two
users, and this secret key is then used to establish a strong secure
channel based on the Triple Ratchet (TR) [37] protocol. However,
PQXDH and TR only define how to establish a secure session be-
tween two owners of long-term public keys assuming a trusted
set-up. This is simplified compared to the real-world, where such
sessions can timeout, where users may change public keys over
time (e.g., when losing their phone and resetting their account),
and users have multiple devices which are all connected together.
To this end, Signal relies on a session management algorithm, called
SESAME [36], which specifies how, from a secure channel protocol,
one can enable multi-device communication between users. SESAME
is only using the underlying cryptographic protocol as a black-box,
and a SESAME implementation only contains logical operations: a
user is linked with a list of devices, each device stores internally
the identity of other users, and for each device it communicates
with, a list of possible cryptographic sessions. Crucially, at the level
of PQXDH and TR, there is no notion of users or devices; this only
exists at the SEsaAME layer. While PQXDH and TR can be proved
to provide strong security guarantees like authentication between
public keys and confidentiality, such properties can be broken at
the SEsaME level if, for instance, an attacker can register their own
public key as belonging to an honest user. In essence, a property
can hold at the level of a session between two public-keys, but not
at the level of a conversation between two users.
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Such issues are a real-world concern that has arisen before on
Signal. TR is designed to provide a strong security property, Post-
Compromise Security (PCS): after a device is compromised by an
attacker, if the attacker cannot compromise the device again in the
future, the sessions of the device will heal thanks to a continuous
cryptographic key exchange in the TR. However, it has been shown
that SEsaME does not lift this property from sessions between two
devices to the actual discussion between two users [23].

To improve the trust in such systems, it is essential to enable
the verification of all the different components together, and check
that the desired security guarantees hold on the full system. How-
ever, we need to verify components that are distinct in natures, and
thus require two distinct set of reasoning capabilities. For low-level
components like PQXDH and TR, we must rely on cryptographic
reasoning, where one proves security of complex mathematical
constructs through reductionist arguments and up to negligible
probabilities, in a context where we often have very simple data
structures and data types, and rarely have complex structures like
loops over lists or actual serialization steps. For higher-level com-
ponents like SESAME, which are more traditional programs without
complex mathematical operations, we must rely on program verifi-
cation over more complex data types and operations, for instance
proving loop invariants over maps or lists.

These two flavors of problems make it difficult to have a single
approach work for both worlds. To obtain security guarantees over
the entire system, it is however necessary to tackle both problems,
modeling and manipulating the cryptographic properties obtained
from the cryptographic component within the context of verifying
the higher-level program. To this end, we propose to combine two
tools with distinct strengths, CRYPTOVERIF and F*.

CRYPTOVERIF is a tool dedicated to cryptographic security proofs,
which enables modeling and proving a security protocol by mecha-
nizing the standard game-hopping proof techniques used by cryp-
tographers. It has notably been used to verify cryptographic proto-
cols such as TLS [10], WireGuard [31], HPKE [4] and PQXDH [15].
However, it typically has difficulties reasoning over stateful con-
structions, and it would be impossible to prove with it even the most
basic invariant over a list of elements, and thus to verify SESAME.

In comparison, the F* programming language is geared towards
program verification, aiming to prove that a program matches its
specification. It has been used to verify complex properties over
significant programs, including the correctness of a cryptographic
library [38], of binary parsers and serializers [39] and of a concur-
rent malloc implementation [41]. However, it does not intrinsically
enable cryptographic reasoning, and while it was for instance used
to verify the security of the miTLS [13] implementation of TLS,
it was in fact necessary to leave the core cryptographic reason-
ing to a pen-and-paper proof. It would thus not be possible to
cryptographically verify PQXDH and TR through F*.

In the spirit of using each tool for what it does best, we pro-
pose the CV2F* framework, where CRYPTOVERIF and F* can be
used hand in hand to get guarantees over real-world systems. Our
approach is summarized in Fig. 1: given a security protocol and a
security property ¢, we use CRYPTOVERIF to model it and prove it
secure, yielding a specification of the primitives PrimSpecs©" re-
quired by the protocol, its model Protocol©" and a proved security
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property ¢V . Then, relying on CV2F* which embeds CRYPTOVERIF
constructs and semantics into F*, we automatically obtain an F*
implementation of the protocol Protocol” " lemmas PrimSpecs® )
corresponding to the functional properties of PrimSpecs©", and
an axiom stating that Protocol " satisfies the translated F* property
¢F". Next, in F*, we provide an implementation Primitives®” for
the concrete real-world primitives used by Protocol””, and prove
that they verify PrimSpecsF*, We thus validate the modeling of
the primitives in CRYPTOVERIF. Finally, we implement a high-level
application that uses Protocol”” through its exposed interface and
prove, using ¢ as an axiom, that this ApplicationF* verifies some
final security property 1//F*,
To sum up, we make two kinds of assumptions:

e the Trusted Computing Base (TCB): we trust the F* ecosys-
tem (including Z3), CRYPTOVERIF, and the embedding of the
CRYPTOVERIF semantics in F*. Regarding the latter, we note
that F* is a full-fledged programming language that does not
have a formal semantics. Formalizing the semantics of F* is
outside of the scope of this work; hence, we do not prove
the soundness of the CRYPTOVERIF translation.

o the cryptographic assumptions: we assume all assumptions
made about primitives in the CRYPTOVERIF model exclud-
ing those proved in F*. Those assumptions include security
assumptions such as indistinguishability under chosen plain-
text attacks (IND-CPA), which cannot be proved in F*. We
note that our approach reduces the set of cryptographic as-
sumptions compared to a plain CRYPTOVERIF analysis, as
some are proved in F*.

Based on these assumptions, we combine the CRYPTOVERIF proof,
which shows ¢V assuming PrimSpecs©", and the F* proof, which
shows first PrimSpecs” and second /¥~ assuming ¢, in order to
prove l//F*. As usual for cryptographic proofs, CRYPTOVERIF shows
that <" holds up to a small probability. That probability carries
over to the final result 1//1:* (see Theorem 1 in Section 4.3).

To demonstrate this approach, we carried out such a case-study,
by implementing SESAME in F*, modeling a secure channel in CrRyp-
TOVERTF, based on Extended Triple Diffie-Hellman (X3DH) (the non
post-quantum ancestor of PQXDH) without any ratcheting, which
we prove to satisfy authentication, and finally proving in F* that
the entire system satisfies authentication at the user level, not just
between public-key identities. Note that our approach does not aim
to verify existing code: we write a new, verified implementation.

Our approach enables verifying whether the CRYPTOVERIF model
is faithful enough and can indeed be used in the upper layer: we
in fact discovered a limitation of previous X3DH and PQXDH
cryptographic models. In addition, our approach enables verifying
whether a cryptographic property is sufficient to prove security
of higher-level code and specifications rarely scrutinized. It turns
out that on our first SESAME implementation, we could not prove
the desired authentication property, simply because it did not hold.
After uncovering attacks on our implementation, we investigated
the corresponding parts of Signal’s messenger implementation and
uncovered two Unknown Key Share (UKS) attacks, that we subse-
quently disclosed and were patched. By applying a similar patch
on our implementation, we were able to conclude our proofs.



CV2F*: Combining CRrYPTOVERIF and F* for Proving Security of Protocol Implementations

L. Tk . . ‘*\ ok
Primitivest ) (A lication® )E
( PP P* proof z
F* library
proof calls
PrimSpecsF* <<Prot0c01p*>> o B
automated automated automated
CV2F* CV2F* CV2F*
CvV
f
PrimSpecs©” ‘ <Protocolcv P pev
I CRYPTOVERIF

Figure 1: The CV2F* framework
Rounded corner nodes represent programs and rectangle nodes properties.

Double outline nodes represent automatically generated code.

To summarize, our contributions are threefold:

e a proof-oriented translation from CRYPTOVERIF to F* code
which enables composable security proofs between the Cryp-
TOVERIF code and additional F* code calling it, with Cryp-
TOVERIF security guarantees exported as F* axioms, and
CRYPTOVERIF abstract functional primitive specifications
exported as F* lemmas to prove;

e an actual proof of the composable security of SESAME, noto-
riously difficult to prove with usual computer-aided cryptog-
raphy, composed here with a simplified Signal key exchange
and secure channel;

o the discovery of two UKS attacks on Signal Messenger, as
well as a common limitation of previous X3DH and PQXDH
cryptographic models from [15, 22, 25, 29].

2 Related Work

We focus on approaches for verifying implementations of security
protocols and refer the reader to the survey [7] for older work that
we omit below. Various approaches have been considered, either
starting from specifications or from implementations.

From protocol specifications. Several approaches generate imple-
mentations and models for verification tools from abstract spec-
ifications, e.g., [3, 34, 43] generate Java or JavaScript implemen-
tations and ProVerif or AVANTSSAR models from a Java proto-
col model [43], or from Alice&Bob specifications [3, 34]. Others
generate implementations directly from verified protocol models:
CV20Caml [20, 21] generates OCaml implementations from Cryp-
TOVERIF models; OwlC [42] generates Rust implementations from
Owl models. Igloo [44] refines a security specification into a pro-
tocol specification, then an I/O specification in Isabelle/HOL, and
proves that the implementation verifies the I/O specification using
separation-logic verifiers, VeriFast for Java and Nagini for Python.
Arquint et al. [6] generate I/O specifications in separation logic
from Tamarin protocol models, enabling the use of the separation
logic verifiers Gobra and VeriFast to verify protocol implementa-
tions. Diodon [5] extends this approach to larger applications by
applying the previous approach to the cryptographic core of the
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foreach is1 <NS1 do
0OS1():=
sk «rskey; pk «pkgen(sk); event Honest(pk);
return(pk);
foreach is2 <NS2 do
0S2(msg: bitstring):=
event Send(pk, msg);
return(concat(pk, sign(msg, sk), msg))
| foreach iv <NV do
OV(authmsg: bitstring):=
let concat(pk, s, msg) = authmsg in
if verify(msg, pk, s) then
event Recv(pk, msg);
return()

Listing 1: CRYPTOVERIF running example

application and showing by static analysis that the I/O operations
of the application are independent of the secrets of the core.

From implementations. Other approaches analyze implementa-
tions by extracting a specification verified by a protocol verifier,
e.g., from F# [11, 12], JavaScript [10, 29], C [1, 2], or binaries [35] to
ProVerif or CRYPTOVERIF; or by other tools such as the separation-
logic based C verifier VeriFast [46, 47], the general-purpose C veri-
fier VCC [24], or typing, via F* [45] and the specialized F* library
DY* [9]. Garcia et al. [26] generate F*/DY* code from Alice&Bob
specifications. Starting from annotated Rust code, the hax frame-
work [14] extracts F* code for proving the absence of runtime
errors and the correctness of message formatting, ProVerif models
to analyze the security of the protocol, and SSProve models to prove
security of some cryptographic constructions.

Combining proofs. Our approach extends CV20Caml [20, 21]. Its
salient point is that we combine a proof of the protocol core, using
a protocol prover, with a proof of the application, using a program
prover, in order to obtain a security property at the application
level. The only other related work to do so is Diodon [5]. How-
ever, Diodon uses the application-level proof in order to show that
the protocol-level property is preserved by the application, so the
application-level property is the same as the protocol-level prop-
erty. Our approach goes further by allowing us to prove a different
application-level property, using the protocol-level property as a
lemma. Moreover, [5] relies on the symbolic model of cryptogra-
phy, in which probabilities are abstracted away and cryptographic
primitives completely idealized, yielding an adversary weaker than
the one usually considered in cryptographic proofs relying on the
computational model, as CRYPTOVERIF does.

3 The CV2F* Framework

From a running example in CRYPTOVERIF, we present in this section
the embedding of CRYPTOVERIF constructs and semantics into F*.

3.1 A Running Example in CRYPTOVERIF

To introduce the language of CRYPTOVERIF and its translation to F*,
consider the toy example of Listing 1. It uses two kinds of principals:
signers and verifiers. Each signer generates a public-secret key pair
(pk, sk), and signs messages using its secret key sk. Each verifier
receives a signed message with an associated public key and accepts
the message if the signature verifies with the provided public key.
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The CrYPTOVERIF model comprises three oracles. The oracle 0S1
creates a new signer: it generates a fresh secret key sk, chosen
randomly among the type skey, that is, the set of secret keys, by
sk «rskey. It computes the public key pk from sk and executes
event Honest(pk) to record that an honest signer with public key
pk was created. (Events are used for specifying security properties;
they do not affect the execution of the games.) Finally, it returns
the public key pk to the adversary. As specified by foreach is1 <
NS1 do, this oracle can be executed NS1 times, with NS1 an abstract
symbolic parameter. Such parameters are used by CRYPTOVERIF in
formulas that bound the probability of success of an attack. Since
they can take any value, they do not limit the number of executions
of oracles in practice.

After the execution of each oracle OS1, NS2 replications of or-
acle OS2 become available. OS2 takes as argument a message msg
provided by the adversary and executes an event Send(pk, msg), to
record that the signer sends message msg signed with the secret
key associated to pk. Finally, it returns the concatenation of the
public key pk, the signature sign(msg, sk) and the message msg. The
lengths of public keys and of signatures are assumed to be fixed, so
the concatenation is unambiguous.

The oracle OV represents verifiers. Its copies are available to the
adversary from the start of the game, like OS1, as specified by the
parallel composition |. First, by the pattern-matching let concat(pk,
s, msg)= authmsg in, it tests whether its argument authmsg is of the
form concat(pk, s, msg), that is, it is at least as long as a public key
and a signature. If yes, it stores the respective parts of authmsg in pk,
s, and msg, verifies the signature, and in case of success, executes
event Recv(pk, msg). In case of failure, OV terminates with an error.
An else branch could specify a different action in this case.

All these oracles are called by the adversary, to whom they return
their result. The adversary may call OV with the result of 0S2, thus
resulting in a correct protocol run, in which 0S2 signs a message
and OV verifies it, but it may also alter the message or send its own
message to OV, for instance.

The signature scheme typically comes with a functional assump-
tion, stating that verification of a correct signature always succeeds:

equation forall m: bitstring, sk: skey;

Listing 2: verify(m, pkgen(sk), sign(m, sk)) = true.

and a security assumption: unforgeability under chosen message
attacks (UF-CMA) [27]. By UF-CMA, an adversary that knows the
public key and has access to a signature oracle has a negligible
probability of forging a signature that correctly verifies. So with
overwhelming probability, when the key pair is generated by 0S1,
a message that correctly verifies in OV was produced in 0S2. That
allows CRYPTOVERIF to prove the following property:
query forall pk: pkey, m: bitstring;

event(Recv(pk, m)) A event(Honest(pk))
= event(Send(pk, m)).

which means that, with overwhelming probability, if events Recv(pk,
m) and Honest(pk) have been executed, then event Send(pk, m) has
also been executed [16]. Alternatively, CRYPTOVERIF supports the
stronger injective authentication variant (see [17, Appendix C], the
extended version of this paper).

Listing 3:
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type local_tables =
| Tbl; of list table_entry t;
(= one for each local table +)

type event =
| CVev of cv_event
| ESev of fs_event

type state =
{ ent: entropy;
events: erased (list event);
sessions: sidmap (list session_entry);
local: erased (set sid);
local_tabs: map sid (list local_tables)}

Listing 4: CV2F* state

type session_entry =
\ Ri_OfI« of variables_t;;

(+ one for each oracle =)

3.2 Embedding CRYPTOVERIF Semantics in F*

To translate CRYPTOVERIF models into F* implementations, we
shallowly embed the CRYPTOVERIF semantics in F*. We describe
below the different components of the embedding through the
translation of a single oracle execution. Throughout this paper, to
help clarify their respective domains, we denote in bold and blue
CRYPTOVERIF constructs, and in non-bold red-orange F* constructs.

TCV is translated into a

3.2.1 Types. Each CRYPTOVERIF type
corresponding F* type T . We provide an equality test equF* :
TF — T —bool with an associated lemma stating that this
equality test is equivalent to the F* equality on type T . We also
define serialization and deserialization functions, together with cor-
rectness lemmas, in a style similar to the Comparse framework [48].
Deserialization functions are designed to parse a stream of bytes,
and can return three different results: 1) the deserialization suc-
ceeded, with the deserialization result and the position of the end of
the deserialization in the stream, to be used as starting point for the
next deserialization; 2) the deserialization failed because there is not
enough data available in the stream, with the minimum number of
bytes required for deserialization to succeed; 3) the deserialization
failed and the available data is not a prefix of a correct serialization.
Our framework provides a library of serialization/deserialization
functions for most common types (machine integers, booleans, ...)
and type constructors (tuples, lists, options, ...).

Finally, we provide a random number generation function
randﬁTF*: entropy — entropy X T¥", which generates a fresh ran-
dom value of type T using the default distribution associated to
type TV in CRYPTOVERIF, most often the uniform distribution.
The function rand T “isa pure, total function to enable its use in
F* proofs. It takes as argument an abstract entropy and returns the
new value of the entropy, so that it does not always return the same
result. This entropy is stored in the field ent of the global state state
shown in Listing 4. (Other components of the state are explained
below as needed.) The function rand_T"" is lifted from the entropy
to the state using a function call_with_entropy defined by:

let call_with_entropy sy rand_T =

let (enty, x) = rand_T sp.ent in { s with ent = ent; }, x

The predefined CRYPTOVERIF type bitstring is translated to se-
quences of bytes bytes; the type of booleans, bool, is translated to
bool. Leveraging F*’s support for dependent types, CV2F* also al-
lows translating to bitstrings of constant length. In our running
example, the type skey could be translated to sequences of 32 bytes,
Ibytes 32, assuming we use Ed25519 signatures. The translation of
other types is given in module PROTOCOL.Types. CV2F* generates
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the interface and a template for the implementation of this module.
The user should fill the template with the actual definitions of the
types and associated functions, and prove the associated lemmas.

3.2.2  Functions. Similarly, each CRYPTOVERIF function f€V:T; ¥ x
< x T,V — T is translated to a corresponding F* func-
tion /7" : 1" — ... = T,7" — T, In our example, pkgen,
sign, verify, and concat are respectively translated to f_pkgen, f_sign,
f_verify, and f_concat. Note that the translation only concerns func-
tion signatures. Indeed, since these functions are axiomatized in
CRYPTOVERIF, their semantics are not available there and therefore
cannot be translated into F*. When f cv, e.g., concat, is declared in-
jective, it comes with an associated inverse inov_ f'F* Y option
(TlF* X +o0 X T,ZF*), such that irwifF*x returns None when x is
not in the image offF*, and Some(xy,. . ., x,) when x = fF*xl. . Xn-
When £V is declared bijective, it comes with an associated inverse
invjp*: T (TIF* XX T"F*). The inverse is used to imple-
ment pattern-matching. CV2F* generates F* lemmas, to be proved
by the user, to show that inv_f ™ and f T are actually inverses.
Known equations about these functions are translated into F*
lemmas, to be proved later by the user over the concrete imple-
mentation of each function. In our running example, the functional
assumption about signatures from Listing 2 is translated into such
a lemma. CV2F* therefore allows one to prove in F* functional
assumptions about the cryptographic primitives and various helper
functions listed above, to make sure that the selected F* implemen-
tation actually satisfies the assumptions made in the CRYPTOVERIF
proof. However, F* is not suitable for proving security assumptions
about cryptographic primitives (such as UF-CMA in our running
example), because it does not perform game-based proofs.

3.2.3 Events. Events are translated to a dedicated F* type (written
in blue to represent that they are core CRYPTOVERIF constructs):
type cv_event =

| Honest: (Ibytes 32) — cv_event

| Send: (Ibytes 32) — bytes — cv_event

| Recv: (Ibytes 32) — bytes — cv_event
We also consider F* events (of type fs_event), which can be defined
by the user and raised in the manually written F* code by calling a
function add_fs_event. These two kinds of events are grouped in the
type event defined in Listing 4, with constructors CVev : cv_event
— event and FSev : fs_event — event. When a CRYPTOVERIF event is
executed, it is added to the list of events in the field events of the
global state state (Listing 4) by calling the function state_add_event.
This list has an erased type, meaning that it is a ghost field: it can be
used in F* proofs, but it is not extracted to the executable program,
since events are used only for specifying security properties.

3.24 Oracles. Each CRYPTOVERIF oracle is translated to an F*
function, which takes as arguments the arguments of the Cryp-
TOVERIF oracle and the state, and returns the updated state and
either None in case of failure or Some result in case of success. As a
first attempt, the oracles of our running example could be translated
as follows:
let oracle_OS1_spec (s: state) =

let s, sk = call_with_entropy s (rand_Ibytes 32) in

let pk = f_pkgen sk in

let s = state_add_event s (CVev (Honest pk)) in

(s, Some pk)
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let oracle_OS2_spec (msg: bytes) (s: state) =
let s = state_add_event s (CVev (Send pk msg)) in
(s, Some (f_concat pk (f_sign msg sk) msg))

let oracle_OV_spec (authmsg: bytes) (s: state) =
match inv_concat authmsg with
| None — s, None
| Some (pk, sig, msg) —
if f_verify msg pk sig then
let s = state_add_event s (CVev (Recv pk msg)) in
(s, Some ())
else
(s, None)

There is however a problem in this translation: the variables sk
and pk defined in oracle_OS1_spec are used in oracle_OS2_spec but
we need a way to transfer their value from one oracle to the next.
We explain next how this is done in CV2F*.

3.3 Session Management

Since some oracles can be executed several times, we identify a
precise execution of an oracle via a natural number called a session
id, of type sid. Those are the F* representation of the indices of
foreach in CRYPTOVERIF. They differ in that the indices of foreach
associated to different oracles are independent of each other, while
session ids are globally unique. That allows us to refer to an oracle
globally using a single session id.

An oracle O may have multiple returns, and may at its i-th
return have bound variables ¥ and spawn a new oracle O’ which
should inherit the values for X. When the execution of O of session
id session_id executes its i-th return, we store an entry mapping
session_id to Ri_O’ X in the map s.sessions where s: state is the global
state (Listing 4). Finally, O returns its session_id, which is then passed
to O, enabling it to recover the values of ¥ in the map. At the
beginning of O or O’, they need to be able to reserve a fresh session
id, so the map s.sessions also records an integer containing the first
unused session id, returned by the function state_reserve_session_id.
We now describe formally this intuition.

3.3.1 Initial oracle. Consider an oracle O defined at the top, not
under any other oracle. Then O is always under foreach (nothing
prevents the adversary from calling O several times). Suppose that
O has subsequent oracles defined under its return. (Otherwise, no
session management is needed: a simple definition like the one of
oracle_OV_spec in Section 3.2 suffices.) Then, at the beginning of
the oracle, we reserve a session id session_id for oracle O:

| let s, session_id = state_reserve_session_id s in

And, at the i-th return of oracle O, we insert the sessions for the
next oracles at session_id and return that session id session_id:
let s = state_add_to_session s session_id
[Ri_Oq X1; ... ; Ri_Og Xg] in
(s, Some (session_id, result))
where oracles Oy, ..., O are defined after the i-th return of oracle
O, and variables J?j are passed from O to O;.
In our running example from Listing 1, we obtain the following
definition of oracle_OS1_spec:
let oracle_OS1_spec (s: state) =
let s, session_id = state_reserve_session_id s in

let s, sk = call_with_entropy s (rand_Ilbytes 32) in
let pk = f_pkgen sk in
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let s = state_add_event s (CVev (Honest pk)) in
let s = state_add_to_session s session_id [R1_OS2 pk sk] in
(s, Some (session_id, pk))

3.3.2 Spawned oracle. Consider O’ defined under some other ora-
cle O: O’ takes the session id of O session_id as argument. If O’ is
under foreach (O’ can be executed several times for each execution
of O), the translation of O’ begins with the following code:

match get_session_entry s Oracle_O’ session_id with
| None — s, None
| Some (se: session_entry) —
(+ next line if O’ has following oracles )
let s, session_id = state_reserve_session_id s in
match se with
(+ for each return followed by a definition of O «)
|Ri_O" X% —
(+ translate oracle definition of O at i-th return of O =)

We first recover the session entry associated to O’. Since a single
return is executed for each execution of O, there is at most one i
such that Ri_O’ appears in the entry session_id of the map s.sessions.
get_session_entry s Oracle_O’ session_id returns that entry se or None
when no entry is found. In the latter case, oracle O was not executed
with session id session_id, so we cannot execute O’ using that session
id as argument, so we return None (failure) immediately. When an
entry se is found, we reserve a fresh session id for O’ (when O’ has
following oracles; otherwise, no session management is needed for
0’) and we execute the appropriate definition of O’ depending on
the value of i such that se = Ri_O’.... The end of the oracle is as for
oracles at the top. We do not need to return the session id when O’
has no following oracles.

Otherwise, if O’ is not under foreach (oracle O’ can be executed
at most once for each execution of O), the translation of O’ begins
with the following code:

match get_and_remove_session_entry s Oracle_O’ session_id with
|'s, None — s, None
|' s, Some (se: session_entry) —
match se with
(+ for each return followed by a definition of O )
|Ri_O" % —
(+ translate oracle definition of O’ at i-th return of O =)
This is similar to the previous case, except that we remove the found
entry from the map s.sessions, since we can no longer execute O’
for the same session. We reuse the session id of O for O’, so we do
not reserve a fresh session id for O’. At the end of the oracle, we do
not return the session id since we continue using the same session
id as the one received as argument.

In our running example from Listing 1, oracle OS2 is defined un-
der foreach and has no following oracle, so we obtain the following
code for oracle_0S2_spec:

let oracle_OS2_spec (session_id: sid) (msg: bytes) (s: state) =

match get_session_entry s Oracle_OS2 session_id with
| None — s, None
| Some (se: session_entry) —
match se with
| R1_OS2 pk sk —
let s = state_add_event s (CVev (Send pk msg)) in
(s, Some (f_concat pk (f_sign msg sk) msg))

3.3.3 Ensuring linear execution. It would be incorrect to pass the
same global state to several oracle functions: that would allow one
to repeat executions that can normally not be repeated. To avoid
that, we rely on F*’s support for user-defined monadic effects, which
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allow to capture application-specific abstractions at the compu-
tation level [40]. We therefore define a custom effect, denoted as
CVSTPre, that encapsulates the state and guarantees that it is used
linearly: the state is threaded throughout computations.

The declaration of a function f in this effect takes the form:

| val f args: CVSTPre res_t pre post

The effect CVSTPre is parameterized by the type of the result of
the function res_t, a pre-condition pre: state — prop that can express
conditions on the current state required for calling the function,
and a post-condition post: state — res_t — state — prop such that post
so rs1 is guaranteed to hold when f args is called with initial state
so and returns result r and final state s;. The internal representation
of f is typed as follows:

val f_repr args: (so: state { pre so }) —
FStar.AllLML (r: (state X res_t) { post so r. 1.1 })

that is, f_repr args is a function that takes as argument a state s,
that satisfies the pre-condition and returns a state and a result
such that the post-condition is satisfied. It is in effect FStar.AllL.ML
which captures possibly diverging F* functions that can perform
1/O operations, thus enabling the use of printing functions and user
input functions. This representation is solely used to define the
semantic model of the effect and its basic primitives; the internal
representation is then hidden by the effect abstraction.

From a specification function O_spec, e.g., oracle_OS1_spec above,
we can then define a function O in effect CVSTPre:

val O args: CVSTPre res_t (Asg — T)
(A sg res s — (s1, res) == O_spec args sg)
let O args = CVSTPre?.reflect (O_spec args)

At this stage, the function O can always be executed (the pre-
condition is true) and its post-condition states that it implements
function O_spec. That allows us to perform extrinsic proofs (proofs
done in lemmas separate from the definition of O) about function O,
exploiting the definition of O_spec. Given any F* effect, its reflect
method enables to lift function definitions to the effect. Hence, the
definition O args = CVSTPre?.reflect (O_spec args) creates a function
O args in effect CVSTPre from its internal representation O_spec args.
CV2F* defines all functions corresponding to CRYPTOVERIF ora-
cles in effect CVSTPre. The type of the internal representation of
CVSTPre functions is hidden behind an interface, so that the user
cannot define its own CVSTPre functions, which could incorrectly
manipulate the state.

To sum up, the CVSTPre effect guarantees two essential points
for the soundness of the embedding: 1) the state is used linearly; 2)
only a limited set of functions (oracle specifications, add_fs_event)
can manipulate the state. The CVSTPre functions can then be used
to implement an F* program on top of the CRYPTOVERIF model of
the protocol, with the guarantee that the global state is correctly
used. The definition of these functions is further refined in Section 4
to prove invariants about them.

This encoding differs from the CV20Camt [20, 21] translation to
OCaml: in CV20CamL, oracles return functions that represent the
following oracles, and contain the variables passed from one oracle
to the next in their environment. However, functions completely
hide their environment. In CV2F*, we instead use an explicit state
to be able to access the value of variables in the F* proofs.
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3.4 Tables

CRYPTOVERIF has a notion of table to, e.g., store the correspondence
between keys and identities. A table Tbl(T; v .,TICV) contains
records of type T;V x --- x T;“V. The construct insert Tbl(Mj,
..., Mj); P adds a record (M, . .., M;) in table Tbl, then executes P.
The construct get Tbl(x;, ..., x;) suchthat M in P else P’ looks up
a record (x,...,x;) in table Tbl that satisfies the condition M. It
executes P when such a record is found, and P’ otherwise.

We note that CRYPTOVERIF tables are global and shared by all
participants in a protocol: this is ill-suited for implementation pur-
poses, where each participant has a distinct memory.

We thus do not translate global tables in CV2F*, but rather add to
CrYPTOVERIF a novel notion of local tables. A local table is created
by executing newtable Tbl(T; cv . .,T,CV) inside an oracle O. The
table Tbl can then be used only under the newtable construct, inside
oracle O or in oracles defined under O. A separate table is created
at each execution of O. Each CRYPTOVERIF local table TbI(T; €V, ...,
T;€V) is translated to an F* list Tbl of list (TlF* X - X TIF*) in the
type local_tables (Listing 4). The insert construct is translated by
adding an element to this list and the get construct is translated
by looking up in this list. These local tables are stored in the field
local_tabs of the global state. This field contains a map from each
session id to the list of non-empty local tables at that session id.
The session id associated to a local table Tbl is the session id of the
oracle O that executes newtable Tbl. Therefore, in order to access
local tables, we need to have the relevant session id of oracle O, so
session ids may need to be passed to oracles under O in addition to
other variables (see Section 3.3).

CRYPTOVERIF also has a notion of arrays: variables defined un-
der foreach i<N are implicitly arrays indexed by i, and the find
construct allows one to access arrays. The find construct is not
supported by CV2F*. The user should use tables instead, which
have a similar expressive power. Therefore, arrays can be ignored
in the translation to F*, which simplifies this translation.

In order to perform game-based proofs, CRYPTOVERIF translates
tables to arrays. We have easily extended this translation to support
local tables as well.

3.5 Queries Export

Queries proved in CRYPTOVERIF are translated into F* axioms, so
that they can be used in the rest of the F* proof. Since the list of
executed events is collected in s.events, where s: state is the global
state (Listing 4), properties about events can be translated into
properties of this list. In order to access the global state, we use the
effect CVSTPre, and more precisely, we define the following effect
abbreviation to express axioms:

effect CVSTAxiom res_t (ax: state — prop) =

CVSTPreres_t (Asp = T)(Asp_s; —s; ==sp A ax sq)

The effect CVSTAxiom takes as argument the result type of the axiom
(in fact always unit) and the axiom ax, which is a property of the
global state. The precondition is always true, and the post-condition
states that the global state is unchanged and the axiom ax holds.

We can then translate the query of Listing 3 as follows:

type corresp; (e: list event) = V(m: bytes) (pk: Ibytes 32).

CVev (Recv pk m) € e A CVev (Honest pk) € e =
CVev (Send pkm) € e
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| val lemmay: unit = CVSTAxiom unit (A s — corresp; s.events)

The property corresp; e holds when e satisfies the query: if CVev (
Recv pk m) and CVev (Honest pk) are in e, then so is CVev (Send pk m).
Finally, lemma; states that this property holds on the current state.
This lemma is admitted in F*. It is proved in CRYPTOVERIF up to a
small probability €, which depends on the runtime of the adversary
and the number of calls to the oracles. Since there is no notion of
probability in F*, lemma; states that this property always holds. In
other words, we assume that all random choices that break this
property (which have probability at most €) are excluded in the
F* execution. The F* proof is therefore valid up to probability e
(see Theorem 1). If desired, we could express the parameters of €
in terms of the F* program: basically, the runtime of the adversary
against the CRYPTOVERIF model is the runtime of the adversary
against the F* program plus the runtime of the manually written
part of the F* program; the number of calls to the CRYPTOVERIF
oracles depends on the number of calls to the F* functions that
call these oracles. In this paper, for simplicity, we do not give the
explicit value of e.

Since the CRYPTOVERIF queries are translated into lemmas in
effect CVSTPre, these lemmas can be applied only to well-formed
global states built by calling functions in that effect.

For these lemmas to remain correct in F*, it is important that the
events used in the queries can be executed only via CRYPTOVERIF
oracles. For instance, if the F* program could directly execute a
CVev (Recv pk m), it would immediately break the properties above.
That is why we separate CRYPTOVERIF events from F* events in the
type event and we allow the F* program to execute only F* events
directly, via the function add_fs_event. Since the global state can
be altered only by functions in effect CVSTPre and, among those
functions, the event CVev (Recv pk m) is executed only by oracle_OV,
this event can be executed only by calling oracle_OV.

CV2F* also supports the translation of other queries, including
indistinguishability properties. We omit them here for brevity, and
discuss them in more detail in [17, Appendix C].

3.6 Network and User Interactions

The CV2F* framework also provides functions for establishing
network connections, sending and receiving messages from the
network. These functions are in effect CVSTML defined as follows:

effect CVSTML res t =
CVSTPreres_t (Asg — T) (A sg _s; —sp ==51)

They do not read nor modify the global state. Since this effect
puts no constraint on the result of the function, this result can be
obtained non-deterministically. Therefore, the result of network
inputs can come from a non-deterministic adversary, which can
guess values, and is thus stronger than a Turing machine (or quan-
tum) adversary that can listen on the network, compute, and send
its own messages on the network. However, the axioms translated
from CRYPTOVERIF (Section 3.5) are valid only against the adversary
considered in the CRYPTOVERIF proof (Turing machine or quantum
adversary in case of a post-quantum proof [19]), so the final result
will be valid only against such adversaries.

Functions in effect FStar.All.ML, such as printing and input func-
tions, can also be lifted to effect CVSTML.
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These functions are not called from the CRYPTOVERIF code; they
are called by the F* application. For instance, when the protocol
sends a message to the network, the CRYPTOVERIF code returns the
message to the F* application, which sends it to the network.

4 Proof Methodology

Given a CRYPTOVERIF protocol, a higher-level application and a
target property, our generic proof methodology is to identify an
invariant on the global state state (Listing 4) preserved by our full
program, and use it to prove our target property. CV2F* directly
instantiates this methodology when exporting CRYPTOVERIF code.

4.1 Global Invariant

CV2F* allows the user to define an invariant inv on the global state
state. It can for instance contain properties about the list of executed
events. The user then has to prove that the invariant is preserved
by all calls to functions that modify the state (the F* translation of
the CRYPTOVERIF oracles and the add_fs_event function that adds F*
events) in the user-written application. Since all CVSTPre functions
are built from calls to those functions and to functions that do not
alter the state (in effect CVSTML), we can immediately conclude
that all CVSTPre functions preserve the invariant.

In order to prove this invariant, preconditions may be needed: for
each function O_spec automatically generated by CV2F* for oracle
O, the user can define a precondition pre_O such that O_spec args so
can be called only when pre_O args sy holds. This precondition can
enable the proof that O_spec preserves our invariant. And then,
for F* to accept the user-defined code calling O, the user has to
prove that the precondition actually holds in the F* program. The
invariant inv can additionally be combined with other invariants of
the F* program without special support from CV2F*.

4.2 Parallel Executions

When we implement a protocol, several F* programs corresponding
to various roles of the protocol run in parallel with an adversary and
communicate with each other over the network. Therefore, when
we study one of these F* programs, we must take into account that
it runs in parallel with other F* programs that access and modify
a shared global state through calls to the translated CRYPTOVERIF
oracles and with an adversary that has no access to the global state
(so the model outlined in Section 3.6 is sufficient for the adversary).
Each call to a CRYPTOVERIF oracle is considered atomic (that is the
semantics of CRYPTOVERIF); except for this constraint, the steps of
the various programs that run in parallel can be freely interleaved.

The semantics of F* is sequential, so we need to axiomatize
concurrency explicitly. To do this, we distinguish local from non-
local sessions. Local sessions are sessions created and executed by
the currently running F* program we consider. They run in a single
sequential thread, on a given machine, and they share the same
memory state. All the other sessions owned by processes created
by other F* programs that run in parallel are non-local. (They can
either be independent processes running on the same computer, or
running remotely over the network.) From a CRYPTOVERIF model,
all the parallels at the top-level yield distinct processes. In the
running example of Listing 1, each replication index is1 and each
replication index iv essentially identify processes that do not share
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any state, and can run concurrently. However, each oracle OS2 with
identifier is2 is spawned by a given is1 and thus shares its local state
and is part of the same local sessions set. Hence, when proving
something about the translated code of some 0S2, we have in the
local sessions (at least) one instance of some 0S1, and potentially
many instances of OS2 siblings.

The set of session ids of local sessions is stored in the field s.local
of the global state. Session ids created by state_reserve_session_id
are added to this set, and session ids passed as argument to the
implementation of CRYPTOVERIF oracles must be local. Hence, F*
programs that run in parallel use disjoint sessions and disjoint local
tables but share the same list of events.

We then need to lift our global invariant inv to this setting. Since
this invariant should be valid from the point of view of any of the
F* programs running in parallel, it must not depend on the local
field, so we define it as follows:

| let inv' (s: state) = inv { s with local = empty }

The user has to prove that the initial state (with empty sessions,
tables, and events) satisfies inv'.

We also define a relation local_rel' such that, when a state s,
satisfying inv' is transformed into s, by steps of the local F* program,
we have local_rel' sy s;. The relation local_rel' is defined as follows:

let local_rel' (sg s1: state) =

local_rel sq s; A sessions_included s s; A inv's;
where local_rel is defined by the user, sessions_included sy s; means
that the local (resp. non-local) sessions of s, are included in the local
(resp. non-local) sessions of s;, and inv' s; guarantees that the final
state satisfies inv'. Typical properties that can be included in local_rel
are that non-local sessions remain unchanged, that events are only
added to s.events, that elements are only added to tables. The user
has to show that local_rel' is reflexive and transitive (assuming the
initial state satisfies inv'), and the functions O_spec ensure local_rel":

inv' sg A [is_local session_id sy A ] pre_O args sy =

local_rel' sy (O_spec args s¢).1}
provided they are correctly called: the precondition holds and
the session ids are local. The condition is_local session_id so is only
present when session_id is part of the arguments args. By reflexivity
and transitivity, we conclude that, when a state s, satisfying inv' is
transformed into s; by any sequence of local calls to the functions
O_spec, local_rel' sy s; holds and thus the invariant inv' is preserved.

When steps of a non-local F* program are executed, from the
point of view of this program, the local sessions are reversed. There-
fore, the state s, is transformed into a state s; such that:

let parallel_rel' (sg s;: state) =

local_rel' (inverse_local sy) (inverse_local s;)
where inverse_local swaps local and non-local sessions. Using re-
flexivity and transitivity of local_rel', the framework infers that
parallel_rel' is reflexive and transitive (assuming the initial state
satisfies inv').

A non-local step can be swapped with any local step that does
not read nor modify the global state. Therefore, starting from a
trace in which the local and non-local steps are interleaved freely,
we leverage the notion of movers [32] and delay all non-local steps
until immediately before a call to a CRYPTOVERIF oracle O_spec.
Considering a state s_real in the initial trace and the state s_mod at
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the corresponding point in the modified trace, s_real can be reached
from s_mod by applying the delayed parallel steps, so we have
parallel_rel' s_mod s_real. When we reach the CRYPTOVERIF oracle
O_spec, we apply all delayed parallel steps, so that we have s_real =
s_mod, and we can apply the CRYPTOVERIF oracle in the modified
trace with exactly the same effect as in the real trace.

We implement this reasoning by modifying the definition of
oracles functions O of Section 3.3 as follows:

effect CVST1Call res_t pre post =

CVSTPre res_t (A s) — inv' sy A pre sq)
(A sg r sz — 3sy. parallel_rel' sy s; A local_rel' sy sz A post s r s3)

val O args: CVST1Call res_t
(A so — [is_local session_id sy A ] pre_O args sg)
(A sg res s; = (s1, res) == O_spec args sg)

let O args = CVSTPre?.reflect (O_spec args)

The effect abbreviation CVST1Call ensures that a parallel_rel' step
(modeling any number of non-local steps) is done between s, and s;,
before applying the actual oracle function O_spec between s; and s,
by defining post s; r s, as the predicate (s, res)==0_spec args so. As
previously discussed, local steps guarantee local_rel' s; sz, allowing
us to add it to the CVST1Call post-condition.

As a final step, the user must establish that, when calling the
O_spec oracle, the precondition remains valid when executing any
number of non-local steps. We state this using the following prop-
erty, that abstracts non-local steps using the parallel_rel' predicate:

| inv' sy A pre_O args sy A parallel_rel' sp sy = pre_O args s;

4.3 Summary

The following theorem summarizes the results we get from our
approach.

THEOREM 1. Under the TCB and cryptographic assumptions listed
in Section 1, if

assuming PrimSpecs©",

o CRYPTOVERIF shows that,
Protocol®V interacting with a probabilistic Turing machine
adversary satisfies ;€Y up to probability €; fori € {1,...,n},

o CV2F* translates Protocolcv, (/)icv, and a functional subset
ofPrimSpecsCV, to Protocolp*, ¢ip’ and PrimSpecsF*,

e F* shows that the implementation Primitives™ satisfies
PrimSpecsP~ L

e and F* shows that, assuming gblp, e (/5,1}*, the application

ApplicationF* (built using Primitives”™, Protocol” , and the

CV2F* framework) satisfies ",

then Application['* interacting with a probabilistic Turing machine
adversary satisfies I//F* up to probability e; + - - - + €.

Proor. Since CRYPTOVERIF and CV2F* are trusted and the as-
sumptions in PrimSpecs©” not proved in F* are assumed to hold,
we have that, assuming PrimSpecs® *, Protocol”” interacting with
a probabilistic Turing machine adversary satisfies g’),-F* up to proba-
bility ¢; fori € {1,...,n}. Since F* is trusted, the implementation of
primitives Primitives” inside Applicationr* satisfies PrimSpecsF*.

ok
mportantly, this proof must not rely on the exported axioms gﬁir to avoid creating
a circular proof. In CV2F*, this is ensured through the F* effect system.
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The application Application”  interacting with a probabilistic Tur-
ing machine adversary is a particular case of Protocol” interacting
with a probabilistic Turing machine adversary, so Applicationw
interacting with a probabilistic Turing machine adversary also sat-
isfies ¢;"" up to probability €; for i € {1,...,n}.

We now use a standard cryptographic up-to-bad reasoning. Start-
ing from the initial game G, representing ApplicationF* interacting
with a probabilistic Turing machine adversary, for i € {1,...,n},
we transform G;_; into G; by eliminating the traces that contradict
gb,-F* . The probability of distinguishing G;_; from G; is at most ¢;, so
the probability of distinguishing G, from G, is at most €; + - - - + €.
, (/’)IF*. More-
over, G, is a particular case of ApplicationF* interacting with a
non-deterministic adversary (modeled by the network functions
of the CV2F* framework, as explained in Section 3.6), since a non-
deterministic adversary is more general than a probabilistic Turing
machine adversary. Therefore, using the F* proof, G, always satis-
fies I//F*.

Hence, G, satisfies y/* ) up to probability €; + - - - + €,, which is
the desired result. O

In the final game G,, all traces satisfy qﬁlF*,

In the previous theorem, the attacker’s interface against
Application consists of the main functions of the F* programs,
network communications, key compromise functions, as well as
scheduling of actions and inputs of honest users (e.g., in our case-
study, the attacker decides when a given user wants to send a given
message to some other target user).

Our framework ensures that all but the key compromise func-
tions have true preconditions and that the attacker power is not
restricted anywhere. For key compromises functions that are not
actually part of the application, one may, with due care, use pre-
conditions to restrict the allowed compromises. Apart from this
interface with the attacker, any other precondition or invariant
must be proved true in F*, that is, we prove that all traces satisfy
the preconditions and invariant, even with an attacker.

5 Case Study: SESAME

SESAME is a high-level protocol designed to manage message encryp-
tion in a multi-device and asynchronous setting. It was designed by
Signal and thus with X3DH or PQXDH in mind, but it is meant to
be a generic algorithm that can work with many distinct “session-
based message encryption algorithm[s]” [36]. Crucially, SESAME
is meant to preserve some security properties: if the underlying
message encryption algorithm provides authentication, this should
lift to end-users. Using our approach, we discover that this does
not hold on the then deployed version of SEsAME and uncover at-
tacks on authentication. As part of verification, we also identify a
limitation of previous CRYPTOVERIF and pen-and-paper modelings
of X3DH and PQXDH. We finally prove authentication for a fixed
version of SESAME using a variant of X3DH without ratcheting.

Artifact summary. Our models are at [18]. We have a Cryp-
TOVERIF model of a message encryption algorithm (X3DH without
ratcheting) with an authentication proof, and build on top of it a
functional implementation of SESAME in F*, along with a proof
that the SEsaME implementation lifts the message authentication
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to users. This yields a verified and executable implementation of
SESAME.

Overall, our artifact is split into 4 distinct parts: 1) the OCaml
implementation of the CV2F* translation, roughly 5 kLoC; 2) a
generic F* library for CV2F*, notably the core definitions like state
as well as many utility functions over those definitions, roughly
4 kLoC, verifying in 19 s; 3) a CRYPTOVERIF model of the secure
channel, 466 lines, proved in 43 m 57 s (CRYPTOVERIF is single
threaded); 4) the SEsaMmE F*, totaling 10 kLoC of F*, and verifying
in 8 m 16 s. Out of those, 2.1 kLoC are auto-generated from CV2F*,
the rest is a mix of manually written proofs and code. Verification
times are with 6 parallel threads, 2.80 GHz CPU with 32 GB of RAM.

Outline. We first present the message encryption algorithm we
modeled in CRYPTOVERIF. We then describe how we implemented
SESAME, uncovered attacks against it and limitations of its past
cryptographic models, and then fixed and proved it with CV2F*.

5.1 Owur Message Encryption and its Security

Providing a mechanized computational proof of the actual message
encryption algorithm of Signal, composed of PQXDH and TR, is a
long standing open problem that we do not tackle here. To focus
on SESAME and demonstrate the use of CV2F*, we present here the
simplified protocol we used for our case-study. We note however
that our proof methodology is highly modular: a more complex pro-
tocol still satisfying the same interface and the same authentication
property would yield the same formal guarantees.

Our message encryption. Our CRYPTOVERIF key-exchange model
is inspired from [29], which proved that a variant of X3DH is secure.

Due to the complexity of X3DH, which contains long-term,
medium-term and short-term keys and two distinct modes of oper-
ation, the models have many technical details. As the CRYPTOVERIF
proof is not the core of our contributions, we leave those details
out in this description and focus here on giving the high-level
description of what is modeled, and on the CRYPTOVERIF lemma
that we export to F*. We refer the interested reader to our models
for more details [18].

In our model, a participant is identified by a long term public
key, and each participant can play as initiator and responder in an
unbounded number of sessions. Participants are willing to com-
municate with both honest and dishonest participants, and the
long-term key of honest users can be compromised.

Once two participants have derived a shared secret key, they can
encrypt an unbounded number of messages using an Authenticated
encryption with associated data (AEAD) with fresh nonces.

The authentication property. In our model, the public keys of
agents are of type idkey, and whenever we generate a new key
spk modeling an honest agent, we raise event(Honest(spk)). When
the owner of the public key rpk successfully decrypts a message m
and believes it was sent by the agent owning spk, we raise event
(Recv(rpk, spk, m)). With a similar event on the sender side, and a
last event raised when the key of an agent is compromised, the
authentication property we prove in CRYPTOVERIF is expressed as:

query forall rpk, spk: idkey, m: message;
event(Recv(rpk, spk, m)) A event(Honest(spk)) =
event(Send(spk, rpk, m)) V event(Corrupt(spk))
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This reads as: for any receiver with key rpk, for any sender with
key spk and for any message m, if rpk believes it received m from
spk, and spk is an honest key, then it must be the case that either
spk did send this message to rpk, or spk was compromised.

5.2 Implementing SESAME

The core data structures used for our implementation are depicted
in Fig. 2, and are split into two parts: 1) at the bottom, the cryp-
tographic glue between SESAME and the message encryption algo-
rithm, storing the relevant cryptographic material and managing
sessions between public keys; 2) at the top, the higher-level SEsaME
types corresponding to local clients storing sessions for some re-
mote users and devices, which only rely on the fact that two devices
can communicate through an abstract notion of session. (We omit
some of the fields for simplicity.)

Linking the message encryption algorithm. From the CV2F* im-
plementation and the CRYPTOVERIF model of our X3DH variant,
we get a set of F* functions that can be used to generate long
term public keys, short term and medium term cryptographic keys
(called one time prekeys and signed prekeys in X3DH), as well as a
set of functions that, relying on this material, establish a session
between two public keys and then send encrypted messages over
this session.

To provide a usable interface for those functions, we create the
crypto_state type, which is used to store all the cryptographic mate-
rial that is meant to be generated on the same machine, i.e., related
to a user’s client. Values of this type are created by calling the
corresponding CRYPTOVERIF oracles that have been translated, and
notably contain the full list of one time prekeys and signed prekeys
generated by the corresponding client, as well as its long term pub-
lic identity key and the corresponding secret key. We also define the
session type, which stores the current state of an established cryp-
tographic session and enables us to call the correct CRYPTOVERIF
oracle. We notably need to remember the last used nonce for the
AEAD encryption, and as X3DH keeps sending an initial message
along all its encrypted messages as long as the responder did not
acknowledge the session, we must also remember whether we still
have to send it or not.

Higher-level SEsAME types. We implement the rest of SEsAME by
fully abstracting the cryptographic operations behind the session
and crypto_state types. The majority of the implementation is thus
independent of the actual message encryption algorithm in use.

Each user (resp. device) is identified by a user_id (resp. device_id).
A local user’s client running on one of their devices is modeled
through the client type, which contains its own user and device
identifiers, its current crypto_state, and most crucially, the map
remote_users which stores for each user this client is communicating
with the required information to enable communication.

A remote user is then captured by the user type, containing its
identifier and its device list. Finally, a remote device is captured by
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SESAME interface

type client = {
remote_users: map user_id [User];
local_user_identifier: user id;
local_device_identifier: device_id;

cryptographic_state: [crypto_state]}

type user = {

remote_user_identifier: user_id;
remote_devices: map device_id
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type device = {
remote_identity_key: identity_key;
remote_device_identifier: device_id;
} sessions: list [session|}

Crypto interface

type crypto_state = {
one_time_prekey_id_to_sid: map prekey_id sid;
spk_bundle: signed_prekey_bundle;
long_time_prekey_sid: sid;
principle_sid: sid;
personal_identity_key: identity key }

type session = {
session_id: sid;
last_used_nonce: nonce;
with_one_time_prekey: bool;
is_initiator: bool;
init_message: option init_message_bundle }

Figure 2: SEsAME interface

the device type, containing the remote device identifier, its corre-
sponding long term public key?, and the list of sessions that may be
used to communicate with this device.

Concretely, in SESAME, a client can send a message to a list of user
identifiers. This list always contains the client’s own user identifier,
so that the message is sent to the other devices of the same client,
for synchronization between all devices of the same client. For each
user identifier in this list, the client gets the corresponding user
instantiation through the remote_users map, then for each device
in the corresponding remote_devices map, it uses the head of the
sessions list to encrypt the message. The head of the sessions list is
referred to as the currently active session for this device.

When a client receives a message from some user identifier
and some device identifier, it fetches the corresponding session
list sessions, and it tries to decrypt the message for each possible
session. If it succeeds for one of the sessions, this session becomes
the new active session and is pushed to the top of the list.

If no session exists, a session may be created by either sending
or processing an initiation message.

Asynchronous communications. Since clients may be off-line, they
do not communicate directly, but via a server. When a client gen-
erates cryptographic material, it sends the generated public keys
to the server, which stores them. Another client may then fetch
these public keys in order to initiate a session with the initial client.
Messages sent from one client to another are sent to the server; the
receiver can then poll its incoming messages from the server. The
server is not trusted, hence, it is not involved in our security proofs.

Cryptographic primitives. To implement the required crypto-
graphic primitives, we rely on the HACL* [38] cryptographic li-
brary. We prove properties about these primitives in F*. We show
that the clamping of X25519 [8] secret keys yields keys that are
multiples of 8 and prime to qq’ (where g and ¢ are prime numbers
such that the elliptic curve Curve25519 has cardinal 8q and its twist
has cardinal 4q’). We also show that the identity function injbot:
message — option bytes is injective and that the bitstring concate-
nation pair: Ibytes 32 — Ibytes 32 — Ibytes 64 is bijective, by providing

2SesaME specifies two possible modes of operation, where either all devices of some
user have the same public key, or each device as a distinct public key. We implement
the latter version, which avoids sending private keys between devices.

explicit inverses and proving their correctness. CRYPTOVERIF uses
these properties in its proof of authentication.

Executing SEsAME. The F* compiler extracts OCaml code, which
is then compiled to machine code. Thus we obtain executable pro-
grams for the client and the server, which enable us to run tests and
increase trust in the conformity of our models. We also implement
an attacker program that can send unexpected messages to the
server, and allows us to create dishonest users and devices and
remove, replay, and modify messages, thus enabling us to simulate
scenarios with an unreliable network as well as attacks (Section 5.4).

5.3 Target Security Property

One might expect SESAME to provide several security properties,
notably lifting the authentication from public keys to users, and
ideally preserving the PCS of the underlying message encryption
algorithm. As in its current version SESAME does not in fact preserve
PCS [23], we focus here on proving authentication.

Axiomatization. As Signal Messenger tries to operate as much as
possible under the untrusted server assumption, it currently relies
on the fact that users can authenticate public keys, for instance,
stating “a pair of users might compare public key fingerprints for
all their devices manually, or by scanning a QR code”” [36].

Our model makes similar assumptions. This is done by defining
two F* events: SendUserKey pk uid is raised when an honest user uid
uploads its identity key pk to the server, and RecvUserKey pk uid is
raised when an honest user receives pk as identity key for user uid.

Authenticating public keys can then be restated as: whenever
an honest user received pk for user uid, then user uid must have
uploaded this pk on the server. The following predicate means that
all keys pk of user uid are authenticated in this sense and that the
user uid who uploaded them is honest, since SendUserKey pk uid is
raised:

let auth_uid_pk uid (e: list event) = Vpk.

FSev(RecvUserKey pk uid) € e = FSev(SendUserKey pk uid) € e

We prove in the global invariant that, if there is a FSev(
SendUserKey pk uid), then there must be a previous CVev(Honest pk),
so this predicate guarantees that the keys pk of user uid are honestly
generated. We then use this predicate as an hypothesis of our core
theorem, to express that user uid is honest.
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These assumptions appear to be the minimal ones required to
prove SESAME’s authentication, and are typically met if we consider
that users compare public key fingerprints, or if in the future key
transparency is deployed.

Authentication property. To model the desired property, we in-
troduce dedicated F* events, that match the CRYPTOVERIF events
for honest user generation, receiving or sending a message, and
user corruption. For instance, when at the level of the client owned
by user suid, we start the process of sending a message msg to users
ruids, we raise the event SendL suid ruids msg. With a similar event
on the receiving side, our target theorem is described as follows:

let correspondence (e: list event) : prop = Vruid suid msg.

(FSev(Recv ruid suid msg) € e A auth_uid_pk suid e)

= ((3 ruids. FSev(SendL suid ruids msg) € e A ruid € ruids)
V FSev(Corrupt suid) € e)

This property reads as: if user ruid receives a message from suid
and ruid trusts that it has correct keys for suid, then either suid was
compromised at some point, or suid did send this message for a list
of users ruids containing ruid.

5.4 Breaking and Fixing SESAME

From the CV2F* implementation, we obtain the authentication
axiom in F* for messages sent over sessions between public keys,
which is automatically extracted from CRYPTOVERIF as follows:
type corresp_Recvy (e: list event) =
V(m: message) (spk: identity _key) (rpk: identity_key).
(CVev(Recv rpk spk m) € e A CVev(Honest spk) € e) =
(CVev(Send spk rpk m) € e vV CVev(Corrupt spk) € e)

We tried proving our target security property using this axiom,
and failed. As a matter of fact, it turns out that our target property
does not hold. Given SEsaME and an underlying protocol which
ensures authentication at the level of identity keys, the property
does not lift to the authentication between users. Indeed, in our
model, nothing forbids some malicious agent C to take the identity
key of some honest agent A, and advertise it as its own. Then, we
face the usual notions of Unknown Key Share attacks, which in this
case imply that C can make A receive messages from other people
that never wanted to contact it and also make other people receive
messages sent by A as if they were coming from C.

As our axiomatization seemed to match the Signal Messenger set-
ting, we investigated the potential counter-measures implemented
in Signal against such attacks. As it turns out, there were none on
the receiving side, and we discovered two attacks on the authen-
tication of messages in Signal, with variations in the trusted or
malicious server setting. We disclosed the attacks to Signal, along
with tests implemented within libsignal illustrating the issue. Sig-
nal confirmed the lack of additional counter-measures at the other
layers, which lead Signal to publish a fix: the initial key exchange
now includes the user identifiers of the sender and receiver in the
authenticated data of the initial ciphertext.

We describe below the practical attacks we uncovered, both on
the receiving and sending side. We note that none of the attacks
compromise the confidentiality of a message between two hon-
est agents. Throughout the presentation, we consider two honest
agents A and B, and a malicious agent C.

5.4.1 Wrong receiver messages with trusted server.
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Steps. With agent B willing to talk to the malicious agent C,

(1) C fetches A’s identity key and prekey bundle;

(2) C claims to own A’s identity key and prekey bundle;

(3) when B sends a message to C, C fetches it from the server,
cannot decrypt it, but reuploads it to the server for A;

(4) A fetches the message and successfully decrypts it.

Here, the fingerprint checks between C and A, and between C and
B, are successful. (C would have to forge a fake Signal application
to register another person’s identity key and display the QR code.)

Practical consequences. This attack breaks message authentica-
tion, as A believes it received a message from B, while B did not
send a message to A. C does not know the content of the message
it is forwarding. However, we note that before the attack, B and
C could have a continuous conversation, C could use a specific
prompt to get a specific reply, and then update its keys and mount
the attack, forwarding the prompted reply to A.

5.4.2  Wrong sender messages with malicious server.

Steps. With an attacker-controlled server,

(1) C fetches A’s identity key and prekey bundle;

(2) C claims to own A’s identity key and prekey bundle;

(3) The server intercepts a message sent from A to B;

(4) The server replaces the sending identifier attached to the
message by the identifier of C;

(5) B fetches the message and successfully decrypts it.

Once again, fingerprint checks are all successful.

Practical consequences. This attack breaks message authentica-
tion, as B believes it received some message from C, while C does
not know the content of the message, and the message was sent
by A. Interestingly, this second attack does not in itself violate our
target property, because we have at the end the event FSev(Recv uidB

uidC msg) where uidC is the identifier of a dishonest user, which
does not satisfy the precondition auth_uid_pk uidC. However, if this
second attack is possible, as a continuation of the five steps, B could
try to answer C, C could forward the message to A which would
accept, and we are now back in the situation of the first attack, and
thus the possibility of the second attack also contradicts the query.

We note that, in practice, Signal Messenger has a Sealed Sender
mechanism, which ties the sender identifier inside a layer of the
ciphertext. The previous attack is for messages sent without this
feature, which mostly happens when an agent attempts to contact
another for the first time. It might also happen if the malicious
server does not deliver a sending certificate to the targeted A, which
must then fallback to the non-sealed sender mechanism.

5.4.3 Solutions. To prevent the attacks, one must tie the sending
and receiving user identifiers in the messages. It can be done at the
application level: SESAME can, e.g., prepend any plaintext with the
two identifiers. With such an implementation, an honest receiving
user ruid would only accept messages that contain ruid as receiving
identifier and a sending identifier that matches the one provided by
the server. Another option is to tie the user identifiers within the
cryptographic key-exchange, which is the option that Signal chose
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by adding both the receiver identifier® and the sender identifier*
inside the authenticated data of the AEAD in the key exchange.

5.5 Proving Fixed Versions

We implement both fixes and show that each suffices to prove
our target property. We structure our code to minimize changes
between the various versions, and use two constants to activate or
deactivate the fixes. We sketch the proof for the second fix: adding
user identifiers in the authenticated data of the AEAD, mimicking
the fix chosen by Signal. We accordingly update our CRYPTOVERIF
model to include the two user identifiers inside the additional data
of each ciphertext, which leads us to obtain a stronger CRYPTOVERIF
property now referring to the user identifiers:

query forall ruid, suid: user_id, rpk, spk: idkey, m: message;
event(Recv(ruid, rpk, suid, spk, m)) A event(Honest(suid, spk)) =
event(Send(suid, spk, ruid, rpk, m)) vV event(Corrupt(suid, spk))

Translated into F*, it yields the following axiom:

type corresp_Recvy (e: list event) =

V(ruid suid: user_id) (rpk spk: identity_key) (m: message).

CVev(Recv ruid rpk suid spk m) € e A CVev(Honest suid spk) € e

= CVev(Send suid spk ruid rpk m) € e vV CVev(Corrupt suid spk) € e

Equipped with this axiom, the proof of our theorem goes in 6 steps:

(1) We prove that whenever some FSev(Recv ruid suid msg) oc-
curs, there exist two keys rpk and spk, such that a corre-
sponding CRYPTOVERIF receive event CVev(Recv ruid rpk suid
spk msg) was raised. Further, spk was fetched by ruid on the
server, and thus FSev(RecvUserKey spk suid) was raised.

(2) By auth_uid_pk suid, the event FSev(SendUserKey spk suid) was
also raised.

(3) We show that whenever FSev(SendUserKey spk suid) occurs,
the public key spk was honestly generated by calling a Cryp-
TOVERIF oracle, so the corresponding CRYPTOVERIF event
CVev(Honest suid spk) was raised.

(4) By the CRYPTOVERIF axiom corresp_Recv;, a CRYPTOVERIF
event CVev(Send suid spk ruid rpk msg) was raised (up to cor-
ruption, which we handle but omit here for simplicity).

(5) We then prove that whenever some CVev(Send suid spk ruid
rpk msg) event occurs, a corresponding FSev(Send suid ruid
msg) occurs before, meaning that suid sends msg to ruid.

(6) Finally, we show that when FSev(Send suid ruid msg) occurs,
FSev(SendL suid ruids msg) occurs for some ruids containing
ruid: suid sends msg to a list of users ruids that contains ruid.

Following the CV2F* methodology presented in Section 4, we prove
points (1), (3), (5), (6) by adding them to the global invariant inv
holding for every function of our SEsAME implementation, and we
unroll the six steps of the proof in the final theorem proof. To prove
this invariant, we are then inside the more usual domain of program
verification, up to the detail that we also manipulate and propagate
a notion of trace of events. We notably had to prove several smaller
lemmas on the monotonicity of this trace of events.

From sequential to concurrent execution model. To tame the com-
plexity of the verification, we first did the proof of our theorem
(and thus the conception and proof of all our invariants) in the
sequential execution model. An interesting point is that while this

3https://github.com/signalapp/libsignal/commit/98794de
4https://github.com/signalapp/libsignal/commit/81afdfe
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proof required several person-weeks, lifting the proof to the con-
current execution model only took a couple of days. This suggests
that our methodology is rather stable, and that the proofs tend to
be resilient to changes, relying on F*’s SMT-based verification to
automatically perform proof repair.

5.6 Uncovered Limitations of Past Models

While proving our implementation, we discovered that the previous
CryYPTOVERIF models of X3DH [29] and PQXDH [15] (as well as
pen-and-paper proofs [22, 25]) suffer from a limitation. The SESAME
specification states that if a client fails to decrypt a message, we
must restore the client back to its previous state; this was then
one of our proof obligations. With our initial model, this was not
the case: as there is some ephemeral material involved in the ini-
tialization process, our models and previous ones from [15, 29]
considered that the ephemeral material had been consumed and
was thus removed from memory, independently of whether the
initialization succeeded or failed. And thus, the state of the client
was changed, contradicting our proof goal. On the pen-and-paper
side, the analyses of PQXDH from [22, 25] do not model the AEAD
(see [25, eprint, Fig. 10] and [22, eprint, Sec. B.1]): thus, session
creation never fails and they also suffer from this limitation.

We were able to fix our CRYPTOVERIF model by allowing the
ephemeral material to be used for an arbitrary number of failures,
as long as it was not processed successfully, and restore the proof.
This only changed the overall bound on the attacker’s advantage.

5.7 Lessons Learned

UKS attacks are a well-known issue, and our attacks are for instance
precisely described in the Olm Matrix specification [33]. In addition,
the PQXDH specification mentions [30, Sec. 4.10 Identity binding]
that it can suffer from such attacks, that counter-measures exist, but
that they might be insufficient. We note that [36] is rather imprecise,
and that the specification in itself does not explicitly require the
underlying key-exchange to protect against UKS attacks. Even with
the significant specification effort underwent by Signal, our attacks
illustrate the difficulty of having a complex system with many
distinct security components, and having a clear picture of the
security assumptions made over each component.

Overall, finding attacks on the real-world implementation high-
lights the strength of our formal approach: implementing and for-
mally verifying an independent implementation based on a crypto-
graphic model enables us to consider security properties in a larger
scope, and with a direct real-world comparison. In addition, the
uncovered limitation highlights another strength: by demonstrating
that a cryptographic model of a protocol can indeed be integrated
and executed inside a bigger protocol, it increases the confidence
over the faithfulness of the cryptographic model.

6 Limitations and Future Work

We provide the first approach to combine cryptographic proofs and
higher-level program proofs, using the cryptographic theorem as
a lemma in the program proof. This approach increases the trust
in the faithfulness of the cryptographic model while validating the
higher-level specification and assumptions. However, we of course
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have several limitations. We summarize below the main ones, each
being an interesting path for future work.

Case study. While our model is faithful to the SESAME specifi-
cation, we do not implement its optional features [36, Sec. 4] nor
the version with an identity key per user. Further, we do not model
some of the non-specified but implemented features, like the pro-
tocol enabling a user to bind a new device to their account and
the distinction between phone number and username identifiers
(PNI and ACI). As our focus was on SESAME, our secure channel
implementation is far from Signal Messenger’s one: we do not have
ratcheting, the post-quantum KEM, nor sealed sender. The main
difficulty to support ratcheting is to prove its security in Cryp-
TOVERTF; it would require support for loops with a mutable state.
Supporting the post-quantum KEM would require implementing
it in HACL*. Further, within the current scope of the model, the
authentication query could be made more precise by proving its
injectivity (which however only holds between devices, not at the
level of users, as a single user receives multiple times the same
message, once per device). Finally, we do not prove that decrypting
a ciphertext with the correct key, nonce, and associated data yields
the plaintext in the AEAD, that verifying a correctly generated
signature with the correct key always succeeds, nor equational
properties about X25519. These properties might be provided by a
verified cryptographic library, but are not proved in HACL*.

Approach. While we prove trace properties and can use a secrecy
axiom to prove such properties in F*, we do not consider secrecy
properties at the application level in F*, which may require a rela-
tional version of F* [28]. When doing a proof, we also do not have
probabilistic reasoning available in F*, and we thus do not get the
final advantage in the F* theorem.

We only propose a reference implementation, which is neither
efficient nor side-channel resistant. Finally, the trusted comput-
ing base is of course rather large, and includes CRYPTOVERIF, our
embedding, the F* ecosystem and notably Z3.
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Our full artifact [18] is available at https://zenodo.org/records/
22234151.
The archive cryptoverif-sources.tar.gz contains:

o A CRYPTOVERIF distribution with the implementation of the
CV2F* embedding.
(CryptoVerif/src/implementationFStar.ml)

e The F* library for the core of CV2F*, for instance described
in Listing 4.

(CryptoVerif/cv2fstar/cv2fstar)

o The secure channel CRYPTOVERIF model and proof described
in Section 5.1.
(CryptoVerif/cv2fstar/signal/signal.ocv)

e The F* SEsaMmE implementation and proofs described in Sec-
tion 5.

(CryptoVerif/cv2fstar/signal/src)

We include instructions to install a Docker container enabling
to reproduce all our experiments. We refer to the artifact README
for further details.

The CV2F* framework and our case study are also included in
CryptoVerif version 2.13 available at https://cryptoverif.inria.fr.

B Ethical Considerations

The core of this work aims at proving security properties, which
does not raise ethical considerations.

However, the attacks we uncovered had real-world impact, we
thus followed the standard responsible disclosure process. We
started disclosing the two attacks to Signal Messenger on the 20th
of March 2026, along with some tests included in the libsignal test
suite demonstrating the issue on the receiving side. After several
interactions, the new release of libsignal (v0.91) with the fixes was
released on the 1st of April.

The desktop client was updated on the 1st of April®, as well as
the iOS client®, and the Android client was updated on of the 7th
of April’.

As actions are needed on the clients’ sides to support the updated
libsignal, we subsequently released the details of the issues along
with references to the relevant commits of libsignal to WhisperFish
and signal-cli developers on the 1st of April. WhisperFish acknowl-
edged our disclosure on the 2nd of April and signal-cli released
a fixed version (0.14.3) on the 23rd of April. We also in addition
disclosed the issues to Meta, which licensed libsignal for WhatsApp
and Messenger.

We offered to all parties a 90 days responsible disclosure time-
frame, which leaves ample time to propagate the libsignal fix.
Shttps://github.com/signalapp/Signal-Desktop/commit/41bff2f

®https://github.com/signalapp/Signal-iOS/commit/3ebasb0
Thttps://github.com/signalapp/Signal- Android/commit/58e8ea0
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